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Abstract

Contains results of testing of Nedap/Powervote's Integrated Election System Irish-rules STV software (IES). The software was tested by comparing several thousand election result sheets output by IES with those generated by the Electoral Reform Services program, eSTV, when given the same vote data files. The testing was successful.

Background & methodology

ERS had previously validated IES v93 for conformity to the STV rules for Irish General elections in 2002, and IES v121 in 2003. Our objective this time was to ensure that the latest version of IES – the version intended for use in the June 2004 Local and European elections – also conforms to the rules. Testing was to be much more than a rerun of the previous projects as a significant number of new test cases had been generated and the aim was to run as many of these as possible in the available time.

Test method - overview

The test method was the same as in 2002 and 2003, comparison testing. That is, input files (of STV voting data) were fed to two different STV counting program implementations, and the output files (STV election result sheets) were compared. (Specifically, the value of votes credited to each candidate at each stage was compared; we also thoroughly checked that the program correctly prompted for drawing of lots, as described further below. Items not included in testing are listed in Appendix A.) Any discrepancies in output files were investigated as they implied that at least one of the implementations was faulty. If there are no discrepancies, over a large enough number of cases, then we can conclude with a correspondingly high degree of probability that both implementations are correct.

The June 2004 Local and European elections will use Local and General STV rules respectively, so no further testing of Bye-election rules was carried out during this project.

The database

The input files were as follows:

a) 425 “original database” test cases – the same test cases as used in the 2003 testing. As fully described in our previous test reports, these include cases drawn from real world elections, as well as a number of carefully constructed cases either to test specific rules or to test correct performance of the software even in the most unlikely real world conditions.

b) 15 new computer-generated “European” cases. The original database does not include many large elections with realistic patterns of votes so previous testing was felt not to have fully simulated the conditions likely in a European elections (the original database includes elections with realistic voting patterns, and it includes some very large elections, but it does not include many cases which combine both features). We therefore generated 15 new cases with between 6 and 20 candidates, 3 or 4 to elect and between 250,000 and 950,000 votes. The voting patterns were also generated to closely mimic the sort of patterns expected in a real election, in terms of varying numbers of preferences marked on each ballot paper and transfers between candidates of the same party. In terms of file size the largest case is over 30MB, more than twice the size of the largest case previously run.

c) 5 new manually-created cases based on the original database case R047. This is a case where a previous version of IES (v116) incorrectly prompted the user to draw lots for an exclusion (three candidates were tied and lots were drawn to exclude one of them, then the remaining two candidates were tied again at a later stage but with a new third candidate; the rules are that one of the first two candidates should be excluded, determined by the lots already drawn at the earlier stage, but IES v116 prompted for drawing of lots again between all three candidates). R047 itself had compared successfully in IES v121 but we wanted to ensure that similar cases with slightly different conditions (such as an intervening surplus distribution between the two tied stages, or more than 3 candidates tied at the initial stage) would also be performed correctly.

d) 11 new manually-created cases based on the original database case R012. This is a case where a previous version of IES (v113) incorrectly failed to prompt the user to draw lots in an allocation of surplus remainders (3 candidates were tied, the first two had equal votes at every stage, the third had zero votes at stage 1; the program should have prompted for drawing of lots between the first two, but IES v113 apparently wrongly sorted the array and allocated the surplus vote to one of them without prompting). R012 itself had compared successfully in IES v121, but we wanted to ensure that similar cases with slightly different conditions (such as having more than three candidates in the tie, or having the candidates in a different order on the ballot paper) would also be performed correctly.

e) 4,173 “expanded database” new cases, created by systematically varying the number of seats in each case from the original database. Thus a test case with 5 candidates which had originally been run for 3 seats would now also be run for 1, 2, and 4 seats. Each time the number of seats is varied it creates a new case, often significantly different from the original case, since varying the number of seats changes the quota for election and produces a different set of decisions about exclusions, surplus distributions, drawing of lots and so on.

All input files would be run using both the European and Local election profiles (which use General and Local election rules respectively), thus potentially over 9,000 result sheets would need to be generated. We did not expect to be able to compare all of these – it would depend on whether errors are found (whenever an error is found the software has to be corrected and all tests re-run) and there was limited time available.

eSTV testing

The same program – eSTV [see note 1] – was used as in previous testing to create the comparison result sheets. eSTV has a batch mode of operation which means it can be left unattended to produce large numbers of results sheets. This again proved very efficient and generated over 9,000 result sheets in less than two hours.

IES testing

From previous testing we knew that tests must be run individually through IES rather than in a batch mode. A “keystroke player” as described in our previous reports was used to run each case, but it is still a less automated and much slower process than with eSTV. (To indicate the difference in speed, the largest new “European” case with 950,000 votes itself took over an hour to import and run.) To maximise the number of tests we could run, we set up a suite of six PCs all running IES - note that these PCs all had the same specification (processor speed, memory, operating system) as the PCs which will be used for the real elections in June. We were also able to minimise the time needed to run “expanded database” cases, by first running the original database case, and then using a “cut-down” keystroke player which would just change the number of seats and re-count (the time saved is significant as the IES process of creating a new database and importing and numbering the voting data can account for well over half the time it takes to run the test).

Drawing lots

A feature of eSTV in batch mode is that it produces a listing, including information about any drawing of lots required in each case. This listing was printed out and used as a checklist when running cases through IES, thus ruling out the possibility that IES might be producing identical result sheets to eSTV but, say, not have prompted for drawing of lots for an exclusion when it was required, but still by chance have chosen the same candidate to exclude as eSTV.

This proved to be successful –IES did identify exactly the same ties as eSTV for all test cases.

Test results

Table 1 summarises the tests run.

Table 1: test summary

	Version
	No. Cases tested
	No Errors

	V124
	5,274
	6+

	V125
	1,732
	3

	V126
	8,776
	16

	V127
	10
	1

	V128
	6,112
	3

	V129
	2,807
	All tests passed.


The version of eSTV used was 1.51m beta. The 2,807 cases which compared successfully in IES v129 comprised roughly equal numbers (c.1,400) run under each of the European and Local election profiles. They include the 15 new “European” cases, plus the 11 new cases based on R012 and the 5 cases based on R047, plus we ensured that cases which caused errors in versions v124-v128 were performed correctly in v129.

Comments

In our conclusion to the IES v121 test report, we said that we “suspect that if it were practical to run several thousand, rather than several hundred, test cases through IES, then we might find an error”. This proved to be the case as errors were indeed found in IES v124 to v128; full details of these errors are in Appendix B. It is again worth noting that these errors do not call into question the results declared for the 2002 general election pilots (the voting data from those pilots is now part of the test case database and the pilot cases have passed the comparison testing with all versions of eSTV and IES on which they have been run).

We think it is useful to categorise the different types of error found as follows:

1. “Presentational errors”. These do not cause a wrong result sheet to be produced, but affect some of the intervening screens which provide a detailed narrative record of the decisions made at each stage. Comparison testing does not identify such cases unless (as with M119 in v125) the drawing of lots dialog is itself presented in an unexpected manner. However if we happened to notice any other presentational errors while running tests– such as M123 in v127 – then we reported them and they were corrected.

2.  “Operational errors”. These hinder the operation of the software rather than cause errors in the result sheet. IES v124 suffered from intermittent error dialogs when drawing lots, causing the operator to have to start the case again (the error dialogs usually disappeared the second time). This error was not encountered again in later versions. The only remaining known “operational error” occurs when the IES database of votes grows to over 1GB. This can only happen if the operator repeatedly recounts an election with several hundred thousand votes – each time the election is recounted, the Microsoft Access database grows in size. This problem should not occur in a real election since the election would only be counted once. If it did occur then the solution would be to use the Microsoft Access “compact and repair” function to reduce the database back to the size it was when the votes were first imported.

3.  “Rounding errors”. Some arithmetic functions had been poorly implemented in earlier versions, which caused the count software to make the wrong choice when allocating surplus remainder votes. Such errors were serious although they would only very rarely have an effect on the final result sheet – only two result sheets out of 5,274 run in IES v124 failed the comparison because of this error. The initial attempts to solve the problem by changing the precision of the variable type were unsuccessful and in fact made the problem worse – 16 out of 8,776 cases failed comparison in IES v126. Anyway, the problem was eventually eliminated by changing the arithmetic functions to work with integer variables (again the first attempt to do this was unsuccessful as the variable type first chosen was not large enough to deal with large elections with large first-stage surpluses, but this was easily rectified by changing to 64-bit integer types).

4. “Count logic” errors. These are errors which affect the final result sheet and signify that the software has incorrectly implemented the count rules as defined in the Irish legislation. Importantly, only one such error was found during testing (S018 in v125), and the error concerned the distribution of surpluses after all candidates are deemed elected (so such an error obviously could not affect which candidates are deemed elected).

Conclusion

Our conclusion is that the risk of IES v129 producing an incorrect result sheet in an actual Irish election is now probably less than 1 in 10,000 cases. Over 2,800 cases were successfully compared in v129, but the main premise of our conclusion comes from the fact that no “count logic” errors have been found since v125, and over 8,700 cases were run through v126. The rounding errors in v126-8 were simply eliminated by use of integer rather than floating point arithmetic. Overall then, we think these are exceptionally strong grounds for believing that IES v129 is a sound implementation of Irish STV count rules.
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Appendix A: Items not covered by testing

1. Determination of candidates deemed elected. The IES text output format (ASC file extension) does not state which candidates were deemed elected so the only comparison was of the number of stages and the numeric value of votes credited to each candidate at each stage. A previous potential weakness in the methodology – that automated comparison of the numeric values in the result sheets obviously also does not permit determining whether both programs created the same order for elected candidates – has become irrelevant since the statutory procedure for the order of election in Local elections has now been repealed.

2. Randomisation: the IES “skip mixing” option was used for all testing. The mixing option is used to shuffle papers prior to the count, in order that papers are taken randomly from the subsets of transferable papers during surplus transfers. Different randomisation can potentially produce different results, as shown in cases M092-94. It is not possible to undertake comparison testing unless the vote data is randomised prior to import into the two software implementations. We understand DELG have commissioned separate independent testing of the randomisation algorithm as part of a wider “architectural evaluation” of the IES software.

3. The IES result sheet output is available in Excel, Word, html and a delimited text file (extension ASC). We only used the ASC output for our automated testing/comparison. IES also provides a detailed narrative of the state of affairs at each stage of the count and the reasons for each decision taken, plus various “official reports” such as notices declaring which candidates have sufficient votes to save election expenses; again, none of these were covered by our testing although any errors we happened to notice in the course of testing were reported and corrected.

Appendix B: IES software testing history

Table 2: IES version notes

	Version
	Date received
	No. Cases tested
	Reason for failure

	V124
	04/02/2004
	5,274
	R057 (6 seats), R060 (6 seats) – rounding error in calculation of transfer factors caused surplus remainder votes to be allocated to wrong candidate. We were able to reproduce the error on different PCs but DELG reported that the rounding was correct on their equipment.

LT105 (3 seats) the result sheet showed a surplus remainder vote had been allocated to the wrong candidate, this again was a suspected rounding error although we were not able to reproduce it to examine the underlying calculations.

S039, S012 and several other cases experienced an intermittent fault where IES shows an error dialog during drawing of lots, although when the case is rerun it works.

T005 – the count logic is correct but IES shows an error dialog when the underlying database reaches 1GB in size. This is believed to be a restriction of Microsoft Access and/or the database drivers IES uses to interface with Access. The error only happens under test conditions when a very large database is subject to repeated counts – each time the votes are recounted the database increases in size.

	V125
	25/02/2004
	1,732
	R051 (14 seats) surplus remainder vote allocated to the wrong candidate, owing to rounding error in transfer factor calculations. Note this is actually a new error introduced by the fix applied to v124 – R051 had been performed successfully in v124, although the rounding errors noted in v124 were fixed in v125.

S018 (12 seats) IES unnecessarily carries our an expenses-recouping surplus transfer after all seats are filled – the logic appears to be that the surplus could save the expenses of candidates already deemed elected, who have of course already saved their expenses by virtue of election regardless of how many votes they have.

M119 (21 seats) the count logic is correct however IES displays candidates in a drawing of lots dialog in reverse alpha order.

	V126
	01/03/2004
	8,776
	M002 (9 seats) - rounding error at stage 4, transfer factor (t.f.) 0.66 recurring

M042 (8 seats) - rounding error at stage 3, t.f. 0.372093023255814

M102 (22 seats) - rounding error at stage 3, t.f. 18/42 or 0.4285...

M103 (22 seats)- rounding error at stage 4, t.f. 0.33 recurring

M103 (23 seats) - rounding error at stage 5, t.f. 0.66 recurring

M113 (20 seats) - rounding error at stage 5, t.f. 0.66 rec.

M116 (24 seats) - rounding error at stage 6, t.f. 0.33 rec.

M123 (22 seats) - rounding error at stage 8, t.f. 0.66 rec.

M136 (22 seats) - rounding error at stage 5, t.f. 0.33 rec.

M140 (23 seats) - rounding error at stage 6, t.f. 0.33 rec.

M148 (22 seats) - rounding error at stage 8, t.f. 0.66 recurring

M144 (23 seats) - rounding error at stage 5, t.f. 0.33 rec.

M147 (12 seats) - rounding error at stage 4, t.f. 0.66 rec.

R007 (3 seats) - rounding error at stage 4, t.f. 0.77 recurring.

R058 (4 seats) - rounding error at stage 3, t.f. 0.33 rec.

R061 (7 seats)- rounding error at stage 4, t.f. 0.136363636

The above errors appeared to be new, i.e. they had compared successfully in earlier versions but were caused by the fix applied to the transfer factor arithmetic in v125.

	V127
	10/03/2004
	10
	M123 (22 seats) – result sheet compared successfully but a minor presentation error was noticed in a screen presenting information about tied candidates at stage 7

	V128
	10/03/2004
	6,112
	T005 (4 seats), T005 (7 seats), E004 (4 seats Previous rounding errors had been fixed by the implementation of a different method of calculating surplus transfers using integers rather than floating point arithmetic. However the choice of 32bit integer variable types was inadequate to deal with very large elections if any candidate had a large surplus at the first stage.

	V129
	10/03/2004
	2,807
	All tests passed.

	
	
	

	Total tests run
	24,711
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